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Abstract. Process Discovery techniques help a business analyst to un-
derstand the actual processes deployed in an organization, i.e. based on
a log of events, the actual activity workflow is discovered. In most cases
their results conform to general purpose representations like Petri nets
or Causal nets which are preferred by academic scholars but difficult
to comprehend for business analysts. In this paper we propose an al-
gorithm that follows a top-down approach to directly mine a process
model which consists of common BP-domain constructs and represents
the main behaviour of the process. The algorithm is designed so it can
deal with noise and not-supported behaviour. This is achieved by let-
ting the different supported constructs compete with each other for the
most suitable solution from top to bottom using ”soft” constraints and
behaviour approximations. The key parts of the algorithm are formally
described and evaluation results are presented and discussed.
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1 Introduction

Due to increasing competition modern organizations need to continuously adapt
and improve their business functions. At the heart of these organizations are
business processes (BPs) which define the flow of work that needs to be exe-
cuted to achieve their business goals. Discovering and understanding the actual
workflow of the deployed processes from a log of events is the purpose of Process
Discovery techniques. This enables further analysis, e.g. identifying bottle necks,
thus helping to improve the deployed business processes and increase the overall
performance and competitiveness of the whole business.

However, there is a noticeable difference between business process specifica-
tions at design-time and the representations of business processes discovered at
run-time. Whereas prominent standards for business process models, e.g. BPMN
and EPC, are BP-domain-specific, the results of Process Discovery algorithms
conform to BP-independent representations like Petri nets as discovered by the
alpha-algorithm [11], or Causal nets as discovered by the HeuristicsMiner [10].
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For a business analyst, the interpretation of these general purpose languages for
decision making is a difficult task, because (1) these are of a different represen-
tation than what he is familiar with and (2) the mapping between the process
modelled at design-time and the discovered process model at run-time can be
difficult to establish since they both conform to different languages. One solu-
tion to bridge this discrepancy are transformations from and to different possible
representations for business processes. A second solution is to directly mine a
model conforming to a BP-domain language. This enables the business analyst
to formulate requirements directly for the result representation

In this paper we propose an algorithm that follows a top-down approach to
discover a business process model which consists of a predefined set of common
BP-domain constructs like Sequence, Choice, Loop, Parallelism, etc. and repre-
sents the main behaviour of the process according to the requirements of the
business analyst. This is achieved by assuming the process is of a nested struc-
ture and letting the different constructs compete with each other on each level
for the most suitable solution from top to bottom. The competition aspect of the
Constructs Competition Miner (CCM) makes it especially suitable for process
logs with conflicting or exceptional behaviour.

The remainder of this paper provides a definition of business process elements
and event logs (Section 2), a discussion of related work (Section 3), a formal
description of the CCM (Section 4), as well as its evaluation (Section 5), and an
outlook of future work (Section 6).

2 Process Models and Event Logs

Many different standards for business process models exist. In industry Business
Process Model and Notation (BPMN) [7] is a prominent example, in research Yet
Another Workflow Language (YAWL) [12] is the most established one. In our
work, we focus on a general set of control-flow elements that are supported by
the most common standards. These elements include a start and an end event,
activities (i.e. process steps), parallel gateways (AND-Split/Join), and exclusive
gateways (XOR-Split/Join) (see [7, 12]). In Figure 1, an example process con-
taining all considered elements is shown. Formally, we define the control-flow of
a business process as follows:

Definition 1 A business process model is a tuple BP = (A,S, J,Es, Ee, C)
where A is a finite set of activities, S a finite set of splits, J a finite set of joins,
Es a finite set of start events, Ee a finite set of end events, and C ⊆ F × F the
path connection relation, with F = A ∪ S ∪ J ∪ Es ∪ Ee, such that

– C = {(c1, c2) ∈ F × F | c1 6= c2 ∧ c1 /∈ Ee ∧ c2 /∈ Es},
– ∀a ∈ A ∪ J ∪ Es : |{(a, b) ∈ C | b ∈ F}| = 1,
– ∀a ∈ A ∪ S ∪ Ee : |{(b, a) ∈ C | b ∈ F}| = 1,
– ∀a ∈ J : |{(b, a) ∈ C | b ∈ F}| ≥ 2,
– ∀a ∈ S : |{(a, b) ∈ C | b ∈ F}| ≥ 2, and
– all elements e ∈ F in the graph (F,C) are on a path from a start event a ∈ Es

to an end event b ∈ Ee.
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Fig. 1. Example business process with all element types included

A block-structured BP model is a refinement of Definition 1. It is additionally
required that the process is hierarchically structured, i.e. every split element
is mapped to exactly one join and vice-versa, both representing either a single
entry or a single exit point of a non-sequence BP construct, e.g. Choice, Parallel,
etc. A very similar representation is the process tree, which is defined based on
Petri nets/workflow nets in [5].

A computer-aided execution of a business process is recorded in an event
log containing transaction details for each event. In this paper we only focus on
a minimal set of event features necessary for the discovery of the control-flow.
Every event needs to have a reference to its process instance, e.g. via identifier,
and to the corresponding activity, e.g. via unique name. All resulting events of a
single process instance execution are captured in a trace. Accordingly, an event
is represented by a pair (t, a) where t links to the trace and a to the activity.
Since two traces are assumed to be independent from each other only the order
of the activities within a trace is of interest.

Definition 2 Let A be a finite set of activities then σ ∈ A∗ is a trace 1 and L ⊆
A∗ is an event log, more specifically L is a multi-set (bag)2 of traces (sequences of
activities). A finite sequence over A of length n is a mapping σ : {0, 1, ..., n−1} →
A and is represented in the following by a string, i.e. σ = [a0, a1, ..., an−1] where
ai = σ(i) for 0 ≤ i < n. |σ| = n denotes the length of the sequence.

Traces only consisting of the activity order are called simple traces and event
logs only consisting of simple traces are called simple event logs [13]. An example
of a simple event log for the business process in Figure 1 is 3

L1 = {[b, a]4, [a, b, d, e]5, [b, a, e, d]4, [b, a, c, a, b, c, b, a, d, e, e, d]6,

[g, g]2, [f, h]3, [f, f, h, f, g, h, g, f, h]8, [g, h, f ]2}
(1)

1 A∗ is the set of finite sequences of elements of A.
2 Since L is a multi-set each trace can be contained more than once - see [13]
3 The power values denote the respective occurrences of the traces in the log, e.g.

trace [b, a] occurs 4 times in the log.
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3 State of the Art

Process discovery is concerned with extracting a business process model from an
event log without using any a-priori information [13]. Generally, process discov-
ery is an umbrella term comprising the discovery of all perspectives of a business
process, however, in this paper we focus on the discovery of only the control-
flow perspective. Usually, the goal of business process standards like BPMN or
EPC is to provide a means to build design-time models, and focus on aspects
like interoperability, or being a basis for reliable communication between differ-
ent stakeholders [2]. However, a process model extracted via process discovery
instead reflects the actual business process at run-time. Since it is not known be-
forehand which standard the process to be mined conforms to, process discovery
approaches are usually creating models conforming to general purpose represen-
tations, e.g. Petri nets [8], Causal nets [10]. A large number of process discovery
algorithms exist, each with its own respective strengths and weaknesses. Many
of them have in common that at first a footprint of the log is created based on
which the process is then constructed. In all cases known to the authors, the
footprint is represented by a direct neighbours matrix containing information
about the local relations between the activities, e.g. for the BP of Figure 1: c
can only appear after a or b. In this section we want to briefly discuss discovery
algorithms that are close to the CCM in concept or purpose.

A few discovery algorithms exist that discover blocked-structured processes:
(1) A number of genetic process discovery algorithms restrict the search space to
block-structured process models, thus creating structured process trees, e.g. [1].
However, these are non-deterministic and can not guarantee to find a suitable
model in finite run-time. (2) Another approach that is conceptually similar to the
CCM is proposed in [5], the Inductive Miner (IM). Here a top-down approach is
followed to discover block-structured Petri nets. The original algorithm evaluates
constraints based on local relationships between activities in order to identify
the representing construct. Furthermore, the IM has been extended in order to
deal with noise [6]. (3) A third option to create block-structured processes from
a log is the discovery of an arbitrary Petri net followed by a transformation into
a block-structured process as shown in [9].

Different approaches exist to deal with noise or logs that do not conform to
the target process language: (1) a simple technique is to pre-filter the log and
remove non-frequent traces. This technique may improve the readability of a
general purpose target language like Petri net but is not always applicable for a
restricted target language since it could still contain non-expressible behaviour.
(2) The fuzzy miner [4] works on a similar principal. Based on correlations and
significance it reduces the ”exact” model to a simplified model that still sup-
ports the main behaviour of the process. (3) A very prominent process discovery
algorithm is the HeuristicsMiner which mines a causal net that can be trans-
formed into a more common process representation [10]. Similar to our approach,
the footprint used in the HeuristicsMiner is not based on absolute relations be-
tween activities but on relative relation values. By increasing certain thresholds
a simplification can be achieved.
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4 Constructs Competition Miner

In this section we describe the specifics of the Constructs Competition Miner.
The motivation to develop a discovery algorithm, which makes different BP
constructs compete with each other for the best solution, is derived from the
challenge that logs often contain noise or even have frequent but conflicting be-
haviour. This cannot be expressed by common BP constructs without allowing
duplicated activities. In uncertain cases the algorithm should look for the best
solution which can support most of the behaviour, i.e. sequence, choice, paral-
lelism, or loop or a combinations of these. Another important part of the CCM is
that it is not based on local relationships like direct neighbours but rather mines
the process structure from global relationships between any two activities, e.g.
which activities eventually follow one another in a trace. This approach has the
benefit of avoiding a state-space explosion for logs of strongly connected BPs
and will be of further benefit for the competition algorithm.

The CCM works in recursive divide-and-conquer fashion. First, a footprint
over all activities A from the event log is created. Based on this the suitability
between any two activities x, y ∈ A with regards to each available construct is
calculated. The suitability calculation is based on evaluating ”soft” constraints
for the global activity relations captured in the footprint, e.g. activity x is even-
tually followed by y. The goal of the subsequent competition algorithm is to find
the best combination of (1) the construct type, e.g. Sequence, Choice, or Loop,
and (2) the best two subsets Afirst and Asecond of A with Afirst ∪ Asecond = A
and Afirst ∩ Asecond = {}, that best accommodates all corresponding x, y-pair
relations. If it is decided which construct to apply, the corresponding BP struc-
ture is created, e.g. AND-split and -join if the winning construct was Parallelism.
Via a recursive call the two subsets Afirst and Asecond are then analysed in the
same way as described before, i.e. a footprint for the subset is created, construct
suitability calculated, etc. Note that every supported construct has to split the
set in two non-empty subsets. This recursion continues until the set cannot be
divided any more, i.e. the set consists of a single activity, in which case this
recursively called method successfully returns after creating the construct for
the single activity. The block-structured process is completely constructed if the
method call at the top of the recursion returns successfully.

4.1 Footprint

The CCM creates multiple footprints during its execution. At the beginning
the overall footprint for all occurring activities has to be created. As the al-
gorithm continues in its divide-and-conquer fashion, new activity subsets are
built for each of which a new footprint has to be created, e.g. for A =
{a, b, c, d, e} : (a, b, c, d, e) → ((a, b, c), (d, e)) → (((a), (b, c)), ((d), (e))) →
(((a), ((b), (c))), ((d), (e)))4 nine different footprints for sets {a, b, c, d, e}, {a, b, c},
{d, e}, {b, c}, {a}, {b}, {c}, {d}, {e} need to be created. For reasons motivated ear-
lier we focus on global relations between the different activities (e.g. in how many

4 (, ) denote the nested blocks that emerge while splitting the sets recursively.
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Fig. 2. Example business process with two nested parallel constructs

traces will x be followed at some later point in the trace by activity y) and oc-
currence information about single activities (e.g. how many times does activity
x appear in the log). The set of activities the footprint is to be calculated for is
denoted by Am ⊆ A. Furthermore, if the elements of Am are encompassed by
one or more parallelism constructs, two more sets need to be specified:

– Ai ⊂ A is the set of activities that are to be ignored, i.e. the occurrence of
these activities do neither directly nor indirectly interfere with the occurrence
of the activities in Am and are to be ignored (e.g. from a distant parallel path).

– At ⊂ A is the set of activities that are to be tolerated, i.e. the occurrence of
these activities do not directly interfere with the occurrence of the activities
in Am but indicate that the enclosing parallelism construct has been entered
(e.g. from a local parallel path).

Note that Am, Ai, At are disjoint sets of activities. Ai, At are empty if the ac-
tivities in Am are not on a parallel path. To distinguish between the different
activity sets consider the process in Figure 2. If we want to create the footprint
for the top path with activity b, the three sets would be configured in the follow-
ing way: Am = {b}, Ai = {a}, At = {c}, because a is on a distant parallel path
and c on a local parallel path in relation to b. The distinction between Ai and
At is that elements in Ai are truly independent from the elements in Am, but
elements in At trigger the path in which elements of Am reside as well. This is
important to identify if a parallel path is optional like in our example where b
does not appear in every trace.

To enable the CCM to discover the process from top till bottom we require
the notion of a sub-trace which later on helps in determining the footprint for a
subset Am of all the activities A in a log:

Definition 3 Let σ ∈ A∗ be a trace, Am, Ai, At ⊆ A disjoint sets of activities,
and Ar = A\(Am ∪Ai ∪At) the set of activities in A but not in Am, Ai, or At.
Then λ ∈ A∗m is a sub-trace of σ (λ @Am

Ai,At
σ) iff there is i, j ∈ {0, 1, ..., |σ| − 1}

and i < j such that

– i = 0 ∨ σ(i− 1) ∈ Ar and j = |σ| − 1 ∨ σ(j + 1) ∈ Ar and
– ∃l∈{i,i+1,...,j}σ(l) ∈ (Am ∪Ai) and
– ∀l∈{i,i+1,...,j}σ(l) ∈ (Am ∪Ai ∪At) and
– (|λ| = 0)∨

(|λ| = 1 ∧ ∃l∈{i,i+1,...,j}(σ(l) = λ(0) ∧ ∀n∈{i,i+1,...,j},n6=lσ(n) /∈ Am))∨
(|λ| > 1 ∧ ∀k∈{0,1,...,|λ|−2}∃l,n∈{i,i+1,...,j},l<n(σ(l) = λ(k) ∧ σ(n) = λ(k + 1)∧

∀p∈{l+1,l+2,...,n−1}σ(p) /∈ Am)).
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If we consider again the example in Figure 2 and a corresponding trace σ =

[b, c, a, b, d] then λ = [b, c, a, b, d] is a sub-trace of σ for @{a,b,c,d}{},{} , λ = [b, c, b, d]

is a sub-trace of σ for @{b,c,d}{},{a} , and λ = [b, b] is a sub-trace of σ for @{b}{a},{c}.
If we instead consider the trace σ = [c, a, d] then only the empty trace λ = []

represents the sub-sequence of σ for @{b}{a},{c} because a appeared and indicated

that the top path has been enabled as well but exited without any occurrence
of b. Note, that σ @A{},{} σ, i.e. if the set of activities that are to be monitored is
the set of all activities in the trace then the trace itself is the sub-trace. Also, in
the case of a loop behaviour contained in a trace, the original trace may produce
more than one sub-trace for a subset of activities that reside in the loop, e.g.
for trace σ = [b, a, c, a, b, c, b, a, d, e, e, d] from L1 on page 3, the following three

sequences are sub-traces of σ for @{a,b}{},{}: [b, a], [a, b], and again [b, a].

The purpose of the definition of a sub-trace is that we can later on discover
the best suited BP control-flow construct for the complete traces but also sub-
traces corresponding to a subset of all involved activities. In order to build the
footprint for sub-traces we furthermore introduce the following notations:

Definition 4 Let L ⊆ A∗ be an event log over A, Am, Ai, At ⊆ A disjoint
sets of activities specifying the scope of the notations, and ΛL,Am

Ai,At
= {λ | λ ∈

A∗m ∧ λ @Am

Ai,At
σ ∧ σ ∈ L} be a multi-set of all sub-traces in L specified by

Am, Ai, and At. Let activity x ∈ Am, then is:

1. OnceL,Am

Ai,At
(x) = {λ ∈ ΛL,Am

Ai,At
| ∃i∈{0,1,...|λ|−1}λ(i) = x},

2. SumL,Am

Ai,At
(x) = {(λ, l) | λ ∈ ΛL,Am

Ai,At
∧ λ(l) = x},

3. StartL,Am

Ai,At
(x) = {λ ∈ ΛL,Am

Ai,At
| λ(0) = x}.

Let x, y ∈ Am, then is:

1. x >L,Am

Ai,At
y iff a sub-trace λ ∈ ΛL,Am

Ai,At
and i, j ∈ {0, 1, ..., |λ| − 1} and i < j

exists such that λ(i) = x and λ(j) = y and ∀k∈{0,1,...,j−1}λ(k) 6= y,

2. x >>L,Am

Ai,At
y iff a sub-trace λ ∈ ΛL,Am

Ai,At
and i, j ∈ {0, 1, ..., |λ| − 1} and i < j

exists such that λ(i) = x and λ(j) = y,

3. |x >L,Am

Ai,At
y| the number of occurrences of x >L,Am

Ai,At
y in L,

4. |x >>L,Am

Ai,At
y| the number of occurrences of x >>L,Am

Ai,At
y in L.

For Am = A = {a, b, c, d} consider the following log L2 = {[a, b, c, d]2, [b, a,
c, b, d]1}:

– |OnceL,Am

Ai,At
(x)| determines how many of the sub-traces contained x, e.g.

|Once
L2,{a,b,c,d}
{},{} (b)| = 3 (twice from [a, b, c, d]2 and once from [b, a, c, b, d]1);

– |SumL,Am

Ai,At
(x)| represents how many x were in all sub-traces, e.g.

|Sum
L2,{a,b,c,d}
{},{} (b)| = 4 (2 from [a, b, c, d]2 + 2 from [b, a, c, b, d]1);

– |StartL,Am

Ai,At
(x)| tells us how many times the sub-trace started with x, e.g.

|Start
L2,{a,b,c,d}
{},{} (b)| = 1 (only [b, a, c, b, d]1 started with b)
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– |x >L,Am

Ai,At
y| determines the amount of sub-traces in which x at some point

appeared before the first occurrence of y, e.g.

|a >L2,{a,b,c,d}
{},{} b| = 2 (only in [a, b, c, d]2 a appears before the first b)

– |x >>L,Am

Ai,At
y| determines the amount of sub-traces in which x is occurring at

some point before any y, e.g.

|a >>L2,{a,b,c,d}
{},{} b| = 3 (twice from [a, b, c, d]2 and once from [b, a, c, b, d]1).

With the help of these absolute values the footprint can now be calculated
by putting them in relation to the number of all sub-traces. Then based on
these values the CCM performs a construct analysis which in turn enables the
execution of the competition between these constructs.

Definition 5 Let L ⊆ A∗ be an event log over A, Am, Ai, At ⊆ A disjoint
sets of activities specifying the scope of the footprint, |ΛL,Am

Ai,At
| be the number of

sub-traces in L specified by Am, Ai, and At. Let x ∈ Am:

– The occurrence once value OonL,Am

Ai,At
(x) and the occurrence overall value

OovL,Am

Ai,At
(x) are calculated as follows:

OonL,Am

Ai,At
(x) =

|OnceL,Am

Ai,At
(x)|

|ΛL,Am

Ai,At
|

OovL,Am

Ai,At
(x) =

|SumL,Am

Ai,At
(x)|

|ΛL,Am

Ai,At
|

(2)

– The first element value FelL,Am

Ai,At
(x) is calculated with the following equation:

FelL,Am

Ai,At
(x) =

|StartL,Am

Ai,At
(x)|

|ΛL,Am

Ai,At
|

(3)

Let x, y ∈ Am then is the appears before first value xBL,Am

Ai,At
y and the appears

before value xBBL,Am

Ai,At
y calculated as follows:

xBL,Am

Ai,At
y =
|x >L,Am

Ai,At
y|

|ΛL,Am

Ai,At
|

xBBL,Am

Ai,At
y =
|x >>L,Am

Ai,At
y|

|ΛL,Am

Ai,At
|

(4)

All values of OonL,Am

Ai,At
, FelL,Am

Ai,At
, BL,Am

Ai,At
, and BBL,Am

Ai,At
will be ≥ 0 and ≤ 1

since each of their relation can occur at most once per sub-trace. However, the

values of OovL,Am

Ai,At
(x) can become greater than 1 if activity x occurs on average

more than once per sub-trace. The complete footprint consisting of Oon, Oov,
Fel, B, and BB is in this paper displayed as labelled vectors for the values of
Oon, Oov, and Fel and as labelled matrices for the values of B and BB. If we

now consider again log L1 from page 3 then its complete footprint FPL1,A
{},{} for

Am = A = {a, b, c, d, e, f, g, h} is:

Oon
L1,A
{},{}(x) :

( a b c d e f g h

0.56 0.56 0.18 0.44 0.44 0.38 0.35 0.44

)

Oov
L1,A
{},{}(x) :

( a b c d e f g h

0.91 0.91 0.35 0.62 0.62 1.09 0.65 0.85

)

Fel
L1,A
{},{}(x) :

( a b c d e f g h

0.15 0.41 0.00 0.00 0.00 0.32 0.12 0.00

)
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x B B
L1,A
{},{}y : x B

L1,A
{},{} y :



a b c d e f g h

a 0.18 0.32 0.18 0.44 0.44 0 0 0

b 0.41 0.18 0.18 0.44 0.44 0 0 0

c 0.18 0.18 0.18 0.18 0.18 0 0 0

d 0 0 0 0.18 0.32 0 0 0

e 0 0 0 0.29 0.18 0 0 0

f 0 0 0 0 0 0.24 0.24 0.32

g 0 0 0 0 0 0.29 0.29 0.29

h 0 0 0 0 0 0.29 0.24 0.24





a b c d e f g h

a 0 0.15 0.18 0.44 0.44 0 0 0

b 0.41 0 0.18 0.44 0.44 0 0 0

c 0 0 0 0.18 0.18 0 0 0

d 0 0 0 0 0.32 0 0 0

e 0 0 0 0.18 0 0 0 0

f 0 0 0 0 0 0 0.24 0.32

g 0 0 0 0 0 0.06 0 0.06

h 0 0 0 0 0 0.06 0.24 0



Definition 6 Let L ⊆ A∗ be an event log over A, Am, Ai, At ⊆ A disjoint sets
of activities specifying the scope of the footprint FP, then is

FPL,Am

Ai,At
= (OonL,Am

Ai,At
,OovL,Am

Ai,At
,FelL,Am

Ai,At
,BL,Am

Ai,At
,BBL,Am

Ai,At
) (5)

4.2 Suitability of Supported BP-Constructs

If we consider the footprint from page 8 we can already identify that the activity
sets {a, b, c, d, e} and {f, g, h} are in a Choice construct because all values be-
tween the two sets in the BB matrix are 0.5 We can additionally see in the BB
matrix that {a, b, c} and {d, e} are in a Sequence construct because d and e are
never followed by a, b, or c, but a, b, and c can be followed by d or e. The CCM
works similarly to how we identified a Decision and a Sequence construct in the
example footprint: Based on the footprint FPL,Am

Ai,At
, the algorithm identifies the

BP construct that best describes the footprint with the help of constraints. The
construct which fulfills its respective constraints best will be chosen to be part
of the BP model.

As an example, the constraint for the Choice construct (i.e. two activities be-
ing mutually exclusive) requires the appears-before values between the respective
activities to be ”equal to 0”. However, in order to handle noise well, the CCM
uses the following definition of equality for checking the fulfilment of constraints:

Definition 7 Let v be the actual value, t be the target value, p be the maximum
penalty for a not fulfilled unequal relation, tt the tolerance which determines the
maximum difference so that v and t are still considered equal, and v, t, p, tt ∈ R+:

(v � t) =

{
p ∗ ( 2∗tt

|v−t|+tt − 1)2 if |v − t| < tt
0 else

(v ∼= t) =

{
0 if |v − t| < tt

|v − t|2 else

(6)

Note: Since the analysis in the remainder of this section is based on one specific
footprint FPL,Am

Ai,At
, if not otherwise stated we will denote FPL,Am

Ai,At
,OonL,Am

Ai,At
,

OovL,Am

Ai,At
,FelL,Am

Ai,At
,BL,Am

Ai,At
, and BBL,Am

Ai,At
simply as FP ,Oon,Oov ,Fel ,B, and

BB for the remainder of this section to support the readability.
5 i.e. none the of activities {f, g, h} ever follows or is followed by any of the activities
{a, b, c, d, e} in a trace
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Construct Suitability for a Single Activity: If a footprint consists of only one
activity, i.e. |Am| = 1, no competition between constructs is necessary. Instead,
the correct construct is identified based on the values in the footprint. Four
different constructs for a single activity x ∈ Am exist6:

– Normal : if (Fel(x) ∼= 1) = 0 and (xBBx ∼= 0) = 0 then x is a simple activity.
– Optional : if (Fel(x) ∼= 1) > 0 and (x B Bx ∼= 0) = 0 then x is an optional

activity, i.e. x may also be skipped.
– Loopover : if (Fel(x) ∼= 1) = 0 and (x B Bx ∼= 0) > 0 then x is a looping

activity, i.e. x can repeatedly occur after itself (”short loop”).
– Loopback : if (Fel(x) ∼= 1) > 0 and (x B Bx ∼= 0) > 0 then x is an optional

looping activity, i.e. x may be skipped but can also repeatedly occur.

Construct Suitability for Multiple Activities: If a footprint FP consists of more
than one activity, i.e. |Am| > 1, a preliminary analysis is carried out to identify
the suitability of any two activities x, y ∈ Am with regards to each available
construct, e.g. activities x and y are in a very strong Parallelism relation but
less strong in a Sequence relation. The calculation of this construct’s suitability
is again based on constraints. If a constraint is not fulfilled there will be a penalty
depending on the ”level” of the constraint7 and how strong it has failed.

The first step of the suitability analysis is to identify if the construct repre-
sented by the FP is optional, i.e. an optional path exists that allows to bypass
this construct. If this is the case the FP needs to be normalized, i.e. removal of
the overall optional behaviour. For this purpose it is calculated if and to what
extent the FP also recorded empty (sub-)traces, i.e. relative occurrence of an
empty (sub-)trace: opFP = 1 −

∑
x∈Am

Fel(x). The influence of these empty
traces is removed from the FP by multiplying every value of Oon,Oov ,Fel ,B,
and BB with 1

1−op .
Additionally, the following values are calculated for each x ∈ Am and each

x, y ∈ Am pair:

Definition 8 Let x ∈ Am be an activity recorded in FP then is the repetition

of x in FP denoted rep(x) = Oov(x)−Oon(x)
Oov(x) .

Definition 9 Let x, y ∈ Am be activities recorded in FP then is (1) the per-
centage of (sub-)traces in which both x and y appear: oc(x, y) = x B y + y B x,
(2) the maximum possible occurrence of x and y appearing in the same trace:
moc(x, y) = min(Oon(x),Oon(y)), and (3) the combined occurrence of x and y:
coc(x, y) = Oon(x) ∗Oon(y).

The algorithm supports the identification of the BP constructs shown in Fig-
ure 3. For each construct a set of constraints have been formulated to determine
to which degree a construct represents the global relation between any two ac-
tivities. In Table 1 the constraints for each construct are listed, sorted by the
constraint level. We distinguish between different levels/severities of constraints
to highlight the importance of their fulfilment: (1) Strict: Constraints of this

6 > is in this case the common greater relation, not the one specified in Definition 4
7 the levels of constraints will be discussed later in this section
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Fig. 3. Supported Business Process Constructs

type can be seen as ”iff” requirements on the construct and are thus required to
be fulfilled for a construct to apply, e.g. every activity in a Loop construct has to
occur at least once repeatedly in a trace, otherwise the observed construct cannot
be a Loop. Penalties originating from the failure of constraints of this type have
a strong influence on the suitability of a construct relation; (2) Log-Complete:
A log-complete constraint is fulfilled when all variants are represented in the log,
i.e. the log is complete. If the log is incomplete constraints of this type may fail.
This is why penalties originating from the failure of log-complete constraints
have a medium influence on the suitability of a construct relation; (3) Indica-
tion: An indication constraint represents default behaviour of the construct but
may not be fulfilled even in a complete log. Indication constraints are basically
not constraints in the common sense but rather approximations of default be-
haviour in order to distinguish between two very similar constructs, e.g. Parallel
and Loopover-Parallel. Penalties originating from the failure of constraints of
this type have a low influence on the overall suitability.

Based on the constraints listed in Table 1 and their respective constraint
level the suitability of each construct for any activity pair x, y ∈ Am, x 6= y is
calculated. Exemplary, we show how values for the constructs Choice Ch(x, y)
and Sequence Ch(x, y) are calculated (ws ∈ R is the weight of Strict constraints):

(1) Ch(x, y) = ws ∗ 1
2 ∗ (xBBy ∼= 0 + y BBx ∼= 0),

(2) Se(x, y) = ws ∗ 1
3 ∗ (xBBy � 0 + y BBx ∼= 0 + xBBy ∼= xB y).

The values for the other constructs are similarly calculated, with wlc, wi ∈ R
further specifying the weights for Log-Complete and Indication constraints, re-

spectively. Let us now consider again FPL1,A
{},{} on page 8: The resulting suitability

matrices Ch and Se for ws = 0.6 are:
Ch(x, y) : Se(x, y) :



a b c d e f g h

a − 0.26 0.6 0.3 0.3 0 0 0

b 0.26 − 0.6 0.3 0.3 0 0 0

c 0.6 0.6 − 0.3 0.3 0 0 0

d 0.3 0.3 0.3 − 0.29 0 0 0

e 0.3 0.3 0.3 0.29 − 0 0 0

f 0 0 0 0 0 − 0.34 0.39

g 0 0 0 0 0 0.34 − 0.34

h 0 0 0 0 0 0.39 0.34 −





a b c d e f g h

a − 0.13 0.2 0 0 0.2 0.2 0.2

b 0.07 − 0.2 0 0 0.2 0.2 0.2

c 0.4 0.4 − 0 0 0.2 0.2 0.2

d 0.4 0.4 0.4 − 0.09 0.2 0.2 0.2

e 0.4 0.4 0.4 0.14 − 0.2 0.2 0.2

f 0.2 0.2 0.2 0.2 0.2 − 0.14 0.12

g 0.2 0.2 0.2 0.2 0.2 0.18 − 0.18

h 0.2 0.2 0.2 0.2 0.2 0.22 0.22 −
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Table 1. Supported BP-constructs and their constraints sorted by constraint level

Construct Strict Log-Complete Indication

Choice xBBy ∼= 0, - -
y BBx ∼= 0

Sequence xBBy � 0, - -
y BBx ∼= 0,

xBBy ∼= xB y

Parallel - xB y � 0, xBBy ∼=
y B x � 0, (xB y + min(rep(x), rep(y)))

coc(x, y) ∼= oc(x, y) ∗(moc(x, y)− xB y)

Loop rep(x) � 0, xBBy ∼= coc(x, y), -
rep(y) � 0 y BBx ∼= coc(x, y)

Loopover- rep(x) � 0, xBBy ∼= coc(x, y), -
Sequence rep(y) � 0 y BBx � coc(x, y),

xBBy � y BBx

Loopover- rep(x) � 0, xB y � 0, xBBy ∼=
Parallel rep(y) � 0 y B x � 0, (xB y ∗Oon(y) + Oov(y)−Oon(y))

coc(x, y) ∼= oc(x, y) /Oov(y)

Loopover- rep(x) � 0, xB y � 0, xBBy ∼= y BBx,
Choice rep(y) � 0, y B x � 0 coc(x, y) ∼= max (0,

(Flower) coc(x, y) � 1 Oon(y) + Oon(y)− 1)

4.3 Competition Algorithm

The goal of the competition algorithm is to find the best combination of (1) the
construct type, e.g. Sequence, Choice, or Loop, and (2) the best two subsets Afirst

and Asecond of A with Afirst ∪ Asecond = A and Afirst ∩ Asecond = {}, that best
accommodates all corresponding x, y-pair relations. We will show the principal
of operation of the competition algorithm for the Choice construct, i.e. for the
explanation the construct is fixed and the two subsets Afirst and Asecond have
to be determined. A naive solution would be to create and compare all possible
split ups. With regards to the execution time of the CCM, this is not desirable
since we would have to check all 2|A| − 1 possible split ups. Instead we want
to take advantage of the fact that our relations, in this case only Ch, represent
the global relation of x and y. That means it is irrelevant for the calculation
of the penalty what the relations between the elements in the same set are
(either Afirst and Asecond). In Algorithm 1 is presented how the competition
algorithm works if we only consider Ch to be part of the competition. Note
that the priority queue is ordered firstly by the penalty value and secondly
by how even the split up is (since we want to split as evenly as possible to
quickly reduce the number of activities). For Ch from the example log with
Am = A = {a, b, c, d, e, f, g, h} the algorithm functions as follows: in first step an
”empty” combination tuple (Afirst , Asecond , Aleft , p) is inserted into the priority
queue with (1) Afirst and Asecond , the both disjunct sets of activities - empty
at the beginning; (2) the set of the activities Aleft which contains the activities
that still have to be assigned to either the first or second set - Aleft = A =
{a, b, c, d, e, f, g, h}; (3) the current penalty p = 0. With this one element in
the priority queue the while-loop is entered. There, the tuple with the highest
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Algorithm 1: Competition Algorithm for the Choice Construct
Data: A, Ch
Result: Afirst , Asecond

1 begin
2 PriorityQueue openCases ← {};
3 openCases.add(({}, {}, A, .0));
4 while true do
5 (Afirst , Asecond , Aleft , p) ← openCases.poll();

6 if Aleft = {} then return(Afirst , Asecond ) ;

7 x ← Aleft .poll();

8 if |Aleft | > 0 ∨ |Asecond | > 0 then

9 Anew ← Afirst ∪ {x};
10 pnew ← 0;
11 foreach y ∈ Asecond do pnew ← pnew + Ch(x, y) ;
12 if pnew > 0 then pnew ← pnew /|Asecond | + p ;
13 else pnew ← p ;
14 openCases.add((Anew , Asecond , Aleft , pnew ));

15 end
16 if |Aleft | > 0 ∨ |Afirst | > 0 then

17 Anew ← Asecond ∪ {x};
18 pnew ← 0;
19 foreach y ∈ Afirst do pnew ← pnew + Ch(y, x) ;

20 if pnew > 0 then pnew ← pnew /|Afirst | + p ;

21 else pnew ← p ;
22 openCases.add((Afirst , Anew , Aleft , pnew ));

23 end

24 end

25 end

({},{},{a,b,..h},0)

({a},{},{b,c,..h},0)

({a},{b},{c,..h},0.26)

({a,b},{},{c,..h},0)

({a,b},{c},{d,..h},0.6)

({a,b,c},{},{d,..h},0)

({},{a},{b,c,..h},0)

({a,b,c},{d},{e,..h},0.3)

({a,b,c,d},{},{e,..h},0)

({a,b,c,d},{e},{f,g,h},0.3)

({a,b,c,d,e},{},{f,g,h},0)

({a,b,c,d,e},{f},{g,h},0)

({a,b,c,d,e,f},{},{g,h},0)

({a,b,c,d,e},{f,g},{h},0)

({a,b,c,d,e,g},{f},{h},0.34)
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({a,b,c,d,e,h},{f,g},{},0.36)

1.

2.

3.

4.

5.

6.

7.

8.

9.

Fig. 4. Competition Algorithm: Traversing to the best split up

priority (the one that was just inserted) is removed from the queue and further
processed. That means in our case an activity is removed from Aleft and assigned
to x. Now, two more tuples are created, one with x in Afirst and one with x in
Asecond . According to the set x was inserted into, all Ch values from x to elements
from the other set are checked and the average of these is added to the respective
penalty value p. Both newly created tuples are then inserted into the priority
queue. This continues until the best combination tuple has no activities left,
i.e. Aleft = {}. In Figure 4 the different created combinations for our example
are shown: the light grey combinations are still in the queue when the algorithm
terminates, the grey combinations are already processed and the number next to
them represents the order in which they were processed; the black combination
is the winner of the competition algorithm.

More BP Constructs can enter the competition by three simple modifica-
tions of the algorithm: (1) the tuple in the priority queue also has to contain
the construct type, e.g. Choice, Loopover-Sequence,etc. (2) adding one ”empty”
tuple per construct to the priority queue before the while loop is entered; (3)
The penalty calculation then has to be carried out on the relation matrix corre-
sponding to the currently processed construct type.
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5 Evaluation

In this section we evaluate the CCM - first qualitatively and later in comparison
to other miners. We have carried out a number of conceptual process rediscover
tests, for which we created 67 example processes, each consisting of a small
number of activities nested in a combination of BP constructs. These conceptual
processes were simulated to produce a corresponding log, which in turn was
analysed with the CCM. The tolerance of the CCM was set to tt = 0.001 and
the unequal penalty to p = 1.0 (see Definition 7). The CCM rediscovered all but
4 of the conceptual processes or found a model with equivalent behaviour. The
not successfully rediscovered models were variations of the Loopover-Parallel
construct that had at least one loop in the parallel paths.

HN2PNHM

IM

CCM

Pre-
ProcessG

Log

FM

PT2PN
BSBP2PT

(Fitness)G
PN-Replay

Precision,G
Generalization,G

Simplicity

Fig. 5. Experimental Workflow

In the second part of the evaluation, we carried out an analysis of the CCM’s
performance in comparison to other similar algorithms with the help of the ProM
framework [15]. Implementations of the HeuristicsMiner (HM), state-of-the-art
version of the Inductive Miner (IM), and the Flower Miner (FM) are readily
available in the nightly build of ProM and were used to benchmark the quality
of the models discovered by the CCM. The experimental setup is conceptually
shown in Figure 5: (1) The logs were filtered so that only events with the lifecycle
”complete” are considered. These logs are available in the XES-format. (2) In
a second step each individual miner discovers the process in its representation
language using its default settings, i.e. HM creates a heuristic net, IM creates
a process tree, CCM creates a block-structured BP, and FM directly creates a
Petri net. (3) In Figure 5 the different transformations from the originally mined
language to a Petri net representation are shown. Note, that a transformation
has been implemented to translate the block-structured BP into process trees
in order to enable an analysis of the CCM results with the ProM framework.
(4) The Petri net representation of each mined model is then analysed with the
help of the PNetReplayer package, an implementation of the approach in [14].
With the help of this plugin, three different quality measures are calculated that
represent the conformance of the (filtered) log to the discovered model8: trace
fitness ftf - a measure how well the traces in the log can be replayed by the Petri
net, precision fpr - a measure how closely the behaviour in the log is represented
by the Petri net, and generalization fg - a measure that shows to what level a
generalization of the log behaviour was achieved [13]. Additionally, all places,
transitions, and arcs of the discovered Petri nets are counted and accumulated
to a simplicity measure fs. The following 10 logs have been used for evaluation:

8 using ”Prefixed based A* Cost-based fitness” algorithm with maximum explored
states = 200000
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(1) L1 (8 activities, 34 traces, 204 events): log on page 3 (BP model in Figure 1),
(2) EX5 (14, 100, 1498): example log of a reviewing process9,
(3) REP (8, 1104, 7733): example log of a repair process9,
(4) BE1 (20, 8204, 189242), (5) BE2 (20, 8206, 132235), (6) BE3 (20, 8194,
239318), (7) BE4 (20, 8153, 253784), (8) BE5 (20, 8190, 151604): large logs of
strongly nested BPs - artificially generated by a process simulation tool,
(9) DF (18, 100, 3354): an incomplete real-life log of an eHealth process [3], and
(10) FLA (10, 13087, 60849): a large real-life log from the finance sector10.

Table 2. Conformance results of the different discovery algorithms

Log Trace Fitness ftf Precision fpr Generalization fg Simplicity fs
HM IM FM CCM HM IM FM CCM HM IM FM CCM HM IM FM CCM

L1 0.679 0.863 1.0 1.0 0.532 0.529 0.224 0.550 0.638 0.422 0.949 0.654 86 91 33 81
EX5 0.985 0.935 1.0 1.0 0.495 0.560 0.120 0.529 0.931 0.996 0.999 0.998 155 102 51 80
REP 1.0 1.0 1.0 1.0 0.905 0.955 0.209 0.955 0.998 0.999 0.999 0.999 72 46 33 49
BE1 0.991 1.0 1.0 1.0 0.838 0.814 0.081 0.818 0.999 0.999 1.0 0.999 192 132 69 122
BE2 0.924 0.981 1.0 0.998 0.737 0.594 0.087 0.621 1.0 1.0 1.0 1.0 196 156 69 146
BE3 0.822 0.983 1.0 0.999 0.891 0.443 0.073 0.525 1.0 1.0 1.0 1.0 178 149 69 139
BE4 0.876 1.0 1.0 1.0 0.707 0.406 0.067 0.608 1.0 1.0 1.0 1.0 193 173 69 149
BE5 0.942 0.991 1.0 0.822 0.590 0.668 0.089 0.711 1.0 1.0 1.0 1.0 206 181 69 167
DF 1.0 0.911 1.0 0.970 0.563 0.559 0.060 0.588 0.914 0.906 0.982 0.832 177 136 63 121
FLA 0.974 1.0 1.0 1.0 0.920 0.695 0.227 0.727 0.925 0.825 0.988 0.818 98 62 39 65

The results of the different discovery algorithms applied to the investigated
logs are shown in Table 2. Note, that all algorithms were executed using default
settings, i.e. choosing other parameters may result in different results. However,
in order to provide comparable results also the parameters for the CCM were
fixed to tt = 0.001 and p = 1.0 for all runs. Compared with HM and IM the
CCM scores a generally high trace fitness for the considered logs (always higher
than 0.95) with the exception of BE5 for which a trace fitness of only 0.822 was
determined. The precision values of the models discovered by CCM are mostly
between the respective values scored by HM and IM but always above 0.5 -
as expected FM always scores the lowest for precision. Positive exceptions are
L1, BE5, and DF for which CCM scores the highest precision. In terms of the
generalization measure, the CCM scores are average in comparison to HM and
IM: yielding a high result for the log L1 but low results for DF and FLA. Very
positive results are achieved if the simplicity measure is considered: the CCM
mostly discovers a model consisting of the lowest number of elements (excluding
FM): far smaller than the HM models and slightly smaller than the IM models.
Generally, it seems that the CCM tends to favour trace fitness, generalization,
and simplicity for the cost of a lower precision.

6 Conclusion
This paper introduces and describes the key parts of the Constructs Competi-
tion Miner. The main aspects of the miner are: (1) direct discovery of a block-
structured BP model conforming to a BP-domain language, (2) handling of
noise due to the relative footprint and the relative constraint interpretation -

9 exercise5 (EX5) and repairExample (REP) are example logs from the ProM website
10 log from the BPI Challenge of 2012 (http://www.win.tue.nl/bpi/2012/challenge)

filtered for events that start with ”A”, e.g. ”A APPROVED”, ”A DECLINED”, etc.
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if conflicting behaviour appears the best suitable construct is chosen, (3) usage
of the divide-and-conquer principal to avoid overly complicated models, and (4)
usage of global relations between activities to identify BP constructs. The eval-
uation results showed that the CCM approach is able to discover processes of a
similar or sometimes even higher quality than other state of the art approaches
(e.g. IM, HM). However, the following points are considered to be future work:

– The Loopover-Parallel construct is not always correctly identified - finding a
better constraint could improve the results of the CCM.

– Creating constraints for additional constructs, e.g. OR-Split and -join.
– Adapting the CCM for application on an event stream to continuously monitor

a live BP execution, i.e. detection of change over time.
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